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In	this	lecture,	we	dig	into	all	the	details	necessary	to	
understand	the	kernel	trick	and	support	vector	machines	

|section|Lagrange	multipliers|	
|video|https://www.youtube.com/embed/cPbsqPg-s2Y|

a fork in the road

option one: express everything in terms of w, get rid of 
the constraints. 

• Allows gradient descent to be used. 

• Good for use with neural networks/deep learning. 

option two: express everything in terms of the support 
vectors, get rid of w. 

• Doesn’t allow error to propagate back, but … 

• allows the kernel trick to be applied.
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last video

this video  
& the next 2 

In	the	previous	video	we	introduced	the	maximum	margin	
loss	objective.	This	was	a	constrained	optimization	
problem	which	we	hadn't	learned	how	to	solve	yet.	We	
sidestepped	that	issue	by	rewriting	it	into	an	unconstrained	
optimization	problem,	so	that	we	could	solve	it	with	plain	
gradient	descent.	

In	this	video,	we	will	learn	a	relatively	simple	trick	for	
attacking	constrained	optimization	problems:	the	method	
of	Lagrange	multipliers.	In	the	next	video,	we	will	see	
what	happens	if	we	apply	this	method	to	the	SVM	objective	
function.
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such that x2 + y2 = 1

So	we	start	with	optimization	under	constraints.	

First	let’s	make	it	a	little	more	intuitive	what	optimization	
under	constraints	looks	like.	Here,	we	have	a	simple	
constrained	optimization	problem.	We	are	trying	to	Pind	the	
lowest	point	on	some	surface,	but	there	is	a	constraint	that	
we	also	need	to	satisfy.			

In	this	case,	the	constraint	speciPies	that	the	solution	must	
lie	on	the	unit	circle	(that	is,	x	and	y	together	must	make	a	
unit	vector).		Within	that	set	of	points,	we	want	to	Pind	the	
points	x	and	y	that	result	in	the	lowest	value	f(x,	y).	

This	is	what	is	called	an	equality	constraint.	We	have	some	
function	of	our	parameters	that	needs	to	be	exactly	equal	to	
some	value	for	any	solution	that	we	will	return.	

If	you	have	a	function	of	the	parameters	that	needs	to	be	
greater	than	or	less	than	some	value,	this	is	called	an	
inequality	constraint.	We	will	discuss	this	in	the	optional	6th	
video.

http://mlvu.github.io
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We	can	now	draw	the	surface	of	f.	In	this	case,	f	is	a	two-
dimensional	parabola.	We	see	that	if	we	ignore	the	
constraint,	the	lowest	point	is	somewhere	towards	the	
bottom	right.	If	we	move	to	that	point,	however,	we	violate	
the	constraint.	

To	Pigure	out	how	low	we	can	get	while	satisfying	the	
constraint,	we	project	the	constraint	region	(the	unit	circle)	
onto	the	function,	giving	us	a	deformed	circle.	The	
constrained	optimization	problem	asks	what	the	lowest	
point	on	this	deformed	circle	is.

optimising under constraints
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The	method	of		Lagrange	multipliers	is	a	popular	way	of	
dealing	with	these	kinds	of	problems.		

To	give	you	an	idea	of	where	we're	going,	we	will	describe	
the	recipe	Pirst,	with	no	derivation	or	intuition.	We'll	just	
show	you	the	steps	you	need	to	follow	to	arrive	at	an	
answer,	and	we'll	walk	through	a	few	examples.	Then,	we	
will	look	at	why	this	recipe	actually	works.	

First,	we	need	to	rewrite	the	constraint	so	that	it	is	equal	to	
zero.	This	is	easily	done	by	just	moving	everything	to	the	
left	hand	side.	We	call	the	objective	function	(the	one	we	
want	to	minimize)	f	and	the	left	hand	side	of	this	constraint	
g.	

Then,	we	create	a	new	function	L,	the	Lagrangian.	This	
function	has	the	same	parameters	as	f,	plus	an	additional	
parameter	α.	It	consists	of	the	function	f	plus	or	minus	the	
constraint	function	g	times	α.	The	end	result	will	be	the	
same	whether	we	add	or	subtract	g.	The	parameter	α	is	
called	a	Lagrange	multiplier.		

We	now	take	the	partial	derivative	of	L	with	respect	to	all	of	
its	arguments	(including	α),	i.e.	we	compute	its	gradient,	
and	we	set	them	all	equal	to	0.	The	resulting	system	of	
equations	describes	the	solution	to	the	constrained	
optimization	problem.	If	we're	lucky,	that	system	of	
equations	can	be	solved.		

As	always	when	we	optimize	by	setting	the	derivative	equal	
to	zero,	the	solutions	may	be	maxima,	minima,	saddlepoints	
or	even	@lat	regions	that	aren't	optima	(plateaus).	Once	we've	
found	our	solutions,	we'll	need	to	use	a	little	common	sense	to	
work	out	which	is	which.	

Again,	there	is	no	reason	you	should	understand	from	this	
description	why	this	should	work	at	all.	Let's	Pirst	see	the	
method	in	action,	and	then	look	at	why	it	works.
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This	is	our	example	problem	with	the	constraint	rewritten	
to	be	equal	to	0.	

The	Pirst	thing	we	do	is	to	dePine	our	L-function.	This	is	a	
function	in	three	variables:	the	x	and	y	from	f	and	the	
Lagrange	multiplier	α	we've	introduced.	

Next	we	take	the	three	partial	derivatives	of	L	with	respect	
to	its	arguments.	We	set	all	of	these	equal	to	zero	which	
gives	us	a	system	of	equations.	If	we	manage	to	solve	this,	
we	work	out	where	the	solutions	to	our	problem	are.	

Note	that	setting	the	derivative	for	the	Lagrange	multiplier	
equal	to	zero	recovers	the	constraint.	This	is	always	the	case.	

There's	no	exact	recipe	for	how	to	work	this	out	in	terms	of	
x	and	y.	Here	are	a	few	tricks	to	look	out	for:	

• You	can	often	rewrite	the	x	and	y	equations	to	isolate	the	
Lagrange	multiplier	on	the	left	hand	side	and	then	set	the	
right	hand	sides	equal	to	each	other.	We'll	use	this	trick	in	
the	next	slide.	

• Often,	the	constraint	is	the	simplest	function.	Rewrite	this	
to	isolate	one	of	the	variables,	and	then	look	for	another	
equation	where	you	can	easily	isolate	a	variable.	

• If	you	have	access	to	Wolfram	Alpha	(e.g.	if	you're	not	
doing	an	exam)	it's	a	good	idea	to	put	the	system	of	
equations	in,	as	well	as	the	minimization	as	a	whole,	to	
see	if	the	solution	looks	like	one	that	is	easy	to	solve	by	
hand.	Often,	Alpha	will	give	you	a	mess	of	squares	and	
constants,	suggesting	that	the	analytic	solution	is	not	
pretty,	and	you	might	as	well	solve	it	numerically.	There	is	
no	guarantee	that	this	method	yields	an	easily	solvable	
system	of	equations	(unless	you're	doing	a	homework	
problem).
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We	are	left	with	the	three	equations	on	the	top	left.	It's	not	
always	guaranteed	that	the	Lagrangian	method	leads	to	a	
system	of	equations	that	can	be	neatly	solved,	but	in	this	
case	it	can.	Finding	such	a	solution	isn't	a	purely	mechanical	
process,	we	can't	give	you	a	set	of	steps	that	always	works,	
but	a	good	place	to	start	is	to	rewrite	the	equations	for	the	
parameters	to	isolate	the	Lagrange	multiplier	α	on	the	left	
hand	side.	

We	then	set	the	right	hand	sides	equal	to	each	other.	Moving	
both	denominators	to	the	other	sides,	we	see	that	the	terms	
2xy	on	both	sides	cancel	out.	And	we	are	left	with	y=4x	as	a	
condition	for	our	solution.	

This	example	was	carefully	constructed	so	that	this	would	
happen.	Without	this	bit	of	luck,	the	analytical	solution	
becomes	very	complicated.	

We	now	use	the	constraint	x2	+	y2	=	1	to	Pinish	the	solution.	
We	put	4x	in	place	of	y	to	give	us	an	equation	with	only	xs	to	
solve,	and	we	put	1/4y	in	place	of	x	to	give	us	an	equation	
with	only	ys	to	solve.		



In	both	cases,	the	square	means	that	we	get	a	positive	and	a	
negative	answer.	This	gives	us	four	possible	solutions.	We	
can	check	the	value	of	f(x,	y)	for	each	to	see	which	is	the	
minimum,	or	we	can	look	at	the	plot.	The	latter	option	
shows	that	the	minimum	has	a	positive	x	and	a	negative	y,	
so	that	must	be	the	solution.

example 2
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Before	we	see	why	this	works,	we'll	look	at	one	more	
example.	

Imagine	you	are	given	two	investment	opportunities	by	a	
bank.	You	can	use	plan	A	or	plan	B.	Both	plans	are	
guaranteed	to	make	money	after	a	year,	but	the	more	
money	you	invest,	the	less	you	make	proportionally	
(imagine	there's	a	very	strict	tax	system).	The	curves	for	the	
interest	you	get	are	shown	top	right.	

Both	are	clearly	proPitable	investments,	but	sadly	you	don't	
have	any	money.	What	you	can	do	however,	is	act	as	a	bank	
yourself.	You	offer	one	of	the	schemes	to	somebody	else.	
You	take	their	money,	and	incur	a	debt.	After	a	year,	you'll	
have	to	pay	them	back	with	the	interest,	but	in	the	mean	
time,	you	can	use	their	money	in	the	other	scheme.	All	we	
need	to	do	is	Pigure	out	a	point	where	one	scheme	makes	
more	money	than	the	other.	

We	model	this	trick	by	saying	you	can	invest	positive	or	a	
negative	amount	in	either	of	the	schemes.	In	that	case,	the	
debt	you	incur	is	the	negative	investment,	minus	the	
interest.	This	is	why	the	curve	is	mirrored	for	negative	
investments:	you	grow	your	debt	by	offering	an	investment	
to	others.	

We'll	label	your	investments	as	a	dollars	in	scheme	A	and	b	
dollars	in	scheme	B.	Since	you	have	no	money	of	your	own,	
our	constraint	is	that	a	+	b	=	0.	Everything	you	get	from	the	
person	investing	with	you,	you	put	into	the	other	plan.	We	
want	to	maximize	the	amount	of	money	you	make	after	a	
year,	which	is	the	sum	of	the	investments	and	the	interests.	

From	the	plot,	it's	clear	that	plan	B	always	pays	more	than	
plan	A	everywhere	(this	is	necessary	for	a	clean	solution),	
so	you	should	probably	use	plan	B	yourself,	and	offer	plan	A	
to	somebody	else.	But	how	much	should	invest?	The	
amount	you	make	is	proportional	to	how	much	you	invest,	
but	it	also	decays,	so	it's	not	as	simple	as	just	investing	as	
much	as	you	can.
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First,	we	write	down	our	Lagrangian,	which	is	simply	the	
objective	function,	plus	the	constraint	function	times	α.	

We	work	out	the	partial	derivatives	and	set	them	equal	to	
zero.	Remember	that	the	derivative	of	the	absolute	function	
|x|	is	the	sign	function	sign(x).		

We	Pind	a	solution,	again,	by	isolating	the	Lagrange	
multipliers	on	the	left	hand	side,	and	setting	the	right	hand	
sides	equal	to	one	another.	Then,	the	constraint	tells	us	very	
simply	that	b	should	be	equal	to	-a,	so	we	Pill	that	in	to	get	
an	expression	in	terms	of	only	a,	which	we	can	solve.	This	
tells	us	that	|a|	=	1,	which	means	we	get	solutions	at	a	=	1	
and	a	=	-1.	We	can	tell	from	the	plot	which	is	the	minimum	
and	which	is	the	maximum.

aside
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If	we	make	the	interest	curves	cross,	the	problem	becomes	
a	bit	more	interesting:	which	plan	is	better	depends	on	how	
much	we	put	in.	We	don't	know	beforehand	which	plan	to	
choose	and	which	to	offer.		

We	can	also	attack	this	problem	with	the	method	of	
Lagrange	multipliers.	If	you	do	this,	you'll	likely	get	stuck	at	
the	equation	shown	below.	This	tells	us	the	solution,	but	it	
doesn't	simplify	in	a	straightforward	way	to	a	simple	
answer.	This	is	often	the	case	with	more	realistic	problems.		

Note	that	this	doesn't	make	the	method	of	Lagrange	
multipliers	useless	for	such	problems.	We've	still	found	a	
solution,	we	just	can't	express	it	better	than	this.	We	can	
easily	solve	this	equation	numerically,	which	would	
probably	give	us	a	much	more	accurate	answer,	more	
quickly	than	if	we'd	solved	the	constrained	optimization	
problem	by	numerical	means	in	its	original	form.

Why does this work?

11

This	has	hopefully	given	you	a	good	sense	of	how	the	
method	works.	If	you	trust	us,	you	can	now	just	apply	it,	
and	with	a	little	common	sense,	you	can	usually	Pind	your	
way	to	a	solution.	

Still,	we	haven't	discussed	why	this	works.	Let's	see	if	we	
can	add	a	little	intuition.	To	illustrate,	we'll	return	to	the	
parabola	we	started	with.
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contour maps One	way	to	help	us	visualize	what's	happening	is	to	draw	
contours	for	the	function	f.	These	are	lines	on	our	function	
where	the	output	is	the	same	value.	For	any	given	value	k,	
we	can	highlight	all	the	points	where	f(x,	y)	=	k,	resulting	in	
a	curved	line	on	the	surface	of	our	function.		

If	we	look	down	onto	the	xy	plane	from	above,	the	z	axis	
disappears,	and	we	get	a	2D	plot,	where	the	contour	lines	
give	us	an	idea	of	the	height	of	the	function.	Note	that	the	
function	f	gets	lower	towards	the	top	right	corner.		

This	principle	is	often	used	in	terrain	maps	to	indicate	
elevation	where	they	are	called	isolines.
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k1

k2

Each	contour	line	indicates	a	constant	output	value	for	f.	We	
can	tell	by	this	plot	what	we	can	achieve	while	sticking	to	
the	constraint..	

The	output	value	k1	is	very	low	(the	fourth	lowest	of	the	
contour	lines	in	this	plot),	so	it	would	make	a	good	solution,	
but	it	never	meets	the	circle	representing	our	constraints.	
That	means	that	we	can’t	get	the	output	as	low	as	k1	and	
satisfy	the	constraints.	

The	next	lowest	contour	we've	drawn,	with	value	k2,	does	
give	us	a	contour	line	that	hits	the	circle	representing	our	
constraints.	Therefore,	we	can	satisfy	our	constraints	and	
get	at	least	as	low	as	k2.	However,	the	fact	that	it	crosses	the	
circle	of	our	constrains,	means	that	we	can	also	get	lower	
than	k2.	This	makes	sense	if	you	look	at	the	plot:	if	we	drew	
more	contours,	we	could	have	one	between	k1	and	k2	that	
hits	the	green	circle.	If	we	try	and	get	lower	and	lower	
without	leaving	the	circle,	we	see	that	we	would	probably	
end	up	with	the	contour	that	doesn't	cross	the	circle,	but	
just	touches	it	at	one	point	only.	A	bit	like	a	tangent	line,	but	
curved.	

So,	for	this	picture	we	have	three	conclusions:	

• Any	contour	line	that	doesn't	meet	the	constraint	region	
represents	a	value	that	we	cannot	achieve	while	
satisfying	the	constraints.	

• Any	contour	line	that	crosses	the	constraint	region	
represents	a	value	we	can	achieve,	but	that	isn't	the	
optimum.	

• Any	contour	line	that	just	touches	the	constraint	region	is	
a	possible	optimum.	

These	certainly	seem	true	here.	We	can	use	some	basic	
calculus	to	show	that	this	is	true	in	general.	
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equal value

steepest ascent: w

steepest descent: -w

We'll	work	out	how	these	ideas	look	in	hyperplanes,	and	
then	translate	them	to	general	functions.	We	can	always	
approximate	our	functions	locally	with	a	hyperplane,	so	the	
translation	should	be	simple.	

If	we	have	a	hyperplane	dePined	by	wTx	+	b,	then	we	know	
that	w	is	the	direction	of	steepest	ascent,	and	-w	is	the	
direction	of	steepest	descent.	This	tells	us	that	the	
direction	orthogonal	to	the	line	of	w	is	the	direction	in	
which	the	value	of	the	plane	doesn’t	change:	the	
direction	of	equal	value.	If	we	drew	contours	on	a	
hyperplane,	they	would	all	be	lines	orthogonal	to	w.	

This	means	that	if	we	take	any	point	on	our	function	f	and	
work	out	the	tangent	hyperplane	of	f	at	that	point,	that	is,	
compute	the	gradient,	the	direction	orthogonal	to	the	
gradient	points	along	the	contour	line.		

The	contour	line	is	a	curve,	so	to	keep	constant	value,	a	
straight	line	is	not	enough,	but	if	we	zoom	in	close	enough,	
the	tangent	hyperplane	is	a	close	approximation,	and	the	
contour	line	will	be	a	straight	line	orthogonal	to	the	gradient.	

In	this	case,	since	our	contour	line	crosses	the	circle	of	the	
constraints,	the	direction	of	equal	value	doesn’t	point	along	
the	circle	for	the	constraints,	and	we	can	conclude	that	the	
value	of	f	decreases	in	one	direction	along	the	circle	and	
increases	in	one	direction.	Put	simply,	we	are	not	at	a	
minimum.

the tangent contour line
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By	this	logic,	the	only	time	we	can	be	sure	that	there	is	no	
lower	to	go	along	the	circle	is	when	the	direction	of	equal	
value	points	along	the	circle.	In	other	words,	when	the	
contour	line	is	tangent	to	the	circle:	when	it	touches	it	
only	at	one	point	without	crossing	it.		

How	do	we	work	out	where	this	point	is?	By	recognizing	
that	the	circle	for	our	constraints	is	also	a	contour	line.	
A	contour	of	the	function	x2	+	y2,	for	the	constant	value	1.		

When	the	gradient	of	x2	+	y2	points	in	the	same	or	opposite	
direction	as	that	of	f,	then	so	do	the	vectors	orthogonal	to	
them,	which	are	the	directions	of	equal	value	for	f	and	for	g	
respectively.	And	when	that	happens	we	have	a	minimum	or	
maximum	for	our	objective.	

In	this	picture	we've	matched	the	steepest	descent	direction	
of	the	constraint	with	the	steepest	ascent	direction	of	the	
objective	function.	This	makes	for	a	clearer	picture,	but	the	
method	also	works	if	we	match	up	the	steepest	ascent	
directions	of	both.	Only	when	we	start	looking	at	inequality	
constraints	do	we	need	to	be	more	careful	about	this.



Find places where the contour lines of f(x) and g(x) are tangent (they touch 
but don't cross). 

The contour lines of f(x) and g(x) are tangent where the gradients of f(x) 
and g(x) point along the same line. 
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minimize f(x)

such that g(x) = 0

L(x,↵) = f(x)- ↵g(x) = 0

solve rL(x,↵) = 0 for x

These	are	the	two	basic	insights	we've	just	discussed.	We	
look	at	the	contour	lines	of	f	and	g,	and	note	that	the	the	
constraint	region	is	just	the	contour	line	of	g	for	the	value	0.	

At	any	point	where	they	cross,	we've	shown	there	can't	be	a	
minimum.	At	any	point	where	they	don't	touch	at	all,	we're	
outside	the	constraint	region.	The	only	other	option	is	that	
they	are	tangent:	that	is,	they	just	touch.	

To	work	out	where	two	curves	just	touch,	we	note	that	the	
vectors	that	point	along	the	curve	must	lie	on	the	same	line.	
These	are	the	directions	of	equal	value	of	f	and	g	
respectively,	which	are	the	vectors	orthogonal	to	the	
gradients	of	f	and	g.	So	instead	of	looking	for	where	the	
directions	of	equal	value	point	in	the	same	direction,	we	can	
just	look	where	the	gradients	point	in	the	same	
direction.	This	is	something	that	we	can	write	down	
symbolically.	

There	may	be	other	points	where	this	condition	is	also	true,	
like	maxima	and	saddle	points,	but	these	are	usually	easy	to	
eliminate	in	practice.
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We	are	looking	for	gradients	pointing	in	the	same	(or	
opposite)	direction,	but	not	necessarily	of	the	same	size.	
To	state	this	formally,	we	say	that	there	must	be	some	value	
α,	such	that	the	gradient	of	f	is	equal	to	the	gradient	of	g	
times	α.	

We	rewrite	to	get	something	that	must	be	equal	to	zero.	By	
moving	the	gradient	symbol	out	in	front	(the	opposite	of	
what	we	usually	do	with	gradients),	we	see	that	what	we’re	
looking	for	is	the	point	where	the	gradient	of	some	function	
is	equal	to	zero.	This	function,	of	course,	is	the	Lagrangian.	

What	we	see	here	is	that	at	the	optimum,	the	derivative	of	
the	Lagrangian	wrt	to	the	parameters	x,	is	zero.	This	shows	
why	we	want	to	take	the	derivative	of	the	Lagrangian	wrt	x,	
and	set	it	to	zero.	It	doesn't	yet	tell	us	why	we	also	take	the	
derivative	with	respect	to	α,	and	set	that	equal	to	zero	as	
well.

how do we find α?
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α

Setting                    recovers the constraint: 
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All	we	need	to	do	now	is	to	Pigure	out	what	α	is.	What	we've	
seen	is	that	at	the	optimum,	α	is	the	ratio	of	the	size	of	the	
gradient	of	f	to	the	size	of	the	gradient	of	g,	

The	recipe	we've	already	seen	just	takes	the	derivative	of	L	
wrt	α,	same	as	we	do	wrt	to	x,	and	sets	it	equal	to	zero.	It's	
not	immediately	intuitive	that	this	is	the	right	thing	to	do.		

You	may	think	that	by	setting	L	∂L/∂α	=	0,	we	are	choosing	
α	to	optimize	the	value	of	L.	But	L	expresses	the	difference	
between	f(x)	and	αg(x),	not	the	difference	between	their	
gradients.	There	is	no	intuitive	reason	why	we'd	want	f(x)	
and	αg(x)	to	be	close	together	in	value,	we	only	want	their	
gradients	to	match.	Our	problem	statement	says	that	g(x)	
should	be	0,	and	that	the	gradients	of	f	and	g	should	be	the	
same.	

What's	more,	we	could	also	have	added	f(x)	and	αg(x),	
according	to	the	recipe,	and	got	the	same	result.	So	why	
does	setting	∂L/∂α	=	0	give	us	the	correct	α?	

One	way	to	look	at	this	is	that	this	simply	recovers	the	



constraint.	The	multiplier	α	only	appears	in	front	of	g(x)	so	
taking	the	derivative	w.r.t.	α	just	isolates	g(x)	and	sets	it	
equal	to	zero.	This	also	shows	why	we	can	add	or	subtract	
the	Lagrange	multiplier:	-g(x)	=	0	and	g(x)	=	0	have	the	
same	solution.	

This	should	be	enough	to	convince	us	that	we	are	doing	the	
right	thing,	but	it's	worth	investigating	what	this	function	L	
actually	looks	like.	

We	can	ask	ourselves,	if	we	Pix	x,	and	Pind	the	zero	of	∂L/∂α	
this	way,	aren't	we	somehow	optimizing	L?	This	becomes	
even	more	mysterious	when	we	realize	that	as	a	function	of	
α,	L	is	simply	a	1D	linear	function	(f(x)	and	g(x)	are	
constant	scalars	if	we	take	this	to	be	a	function	of	α).	The	
maxima	and	minima	of	a	linear	function	are	off	to	positive	
and	negative	inPinity	respectively,	so	how	can	we	be	
optimizing	a	linear	function?		

The	answer	is	that	when	the	constraint	is	satisPied	we	know	
that	g(x)	=	0.	This	means	that	L	=	f(x)	-	αg(x)	=	f(x),	and	L	
becomes	constant	function:	a	Plat	horizontal	line.	
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This	is	a	slightly	complex	and	subtle	point	to	understand	
about	the	shape	of	the	Lagrangian	function.	Where	its	
gradient	is	0,	it	forms	a	saddlepoint	(a	minimum	in	one	
direction	and	a	maximum	in	another),	but	that's	not	
necessarily	because	we	are	minimizing	over	x	and	
maximizing	over	α.	It's	more	correct	to	say	that	at	the	
optimum	for	x,	L	as	a	function	of	α	is	constant	(it	has	the	
same	value	for	all	α).	When	x	is	not	at	its	optimum,	L	is	a	
linear	function	of	α.	

On	the	left	we've	plotted	L	as	a	function	of	α	at	and	near	the	
optimal	values	of	x	and	y	for	our	example	function.	When	
we	move	x	slightly	away	from	the	optimum,	the	function	
f(x)	-	αg(x)	becomes	some	linear	function	of	α.	Only	when	
g(x)	=	0,	do	we	get	a	constant	function.	

On	the	right,	we	see	the	same	picture	in	3D.	We've	Pixed	y	at	
the	optimal	value	and	varied	x	and	α.	The	lines	from	the	
plot	on	the	left	are	highlighted.	The	solution	to	the	problem	
is	in	the	exact	center	of	the	plot.	Note	that	we	have	a	
saddlepoint	solution,	but	it	doesn't	necessarily	have	its	
minimum	over	x	and	its	maximum	over	α.	

This	is	also	why	we	can't	Pind	the	Lagrangian	solution	with	
gradient	descent.	Gradient	descent	can	be	used	to	Pind	
minima,	but	it	doesn't	settle	on	saddlepoints	like	these.		

In	the	methods	we	use	for	inequality	constraints,	we	can	
arrange	things	so	that	we	are	always	minimizing	over	x	and	
maximizing	over	α.	This	allows	some	tricks	that	don't	quite	
work	in	this	simpler	setting.	



optimising under constraints
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And	with	that,	we	have	the	method	of	Lagrange	multipliers.	

We	rewrite	the	problem	so	that	he	constraints	are	some	
function	that	needs	to	be	equal	to	zero.	Then	we	create	a	
new	function	L,	which	consists	of	f	with	α	times	g	
subtracted	(or	added).	For	this	new	function	x	and	α	are	
both	parameters.	Then,	we	solve	for	both	x	and	α.	

This	new	function	L	has	an	optimum	where	the	original	
function	is	minimal	within	the	constraints.	The	new	
optimum	is	a	saddlepoint.	This	means	we	can’t	solve	it	
easily	by	basic	gradient	descent,	we	have	to	set	its	gradient	
equal	to	zero,	and	solve	analytically.
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what if the constraint is inactive? To	deepen	our	understanding,	and	to	set	up	some	things	
that	are	coming	up,	we	can	ask	ourselves	what	happens	
when	we	have	an	inactive	constraint.	What	if	the	global	
minimum	is	inside	the	constraint	region,	so	the	solution	
would	be	the	same	with	and	without	the	constraint?	Ideally,	
the	Lagrangian	method	should	still	work,	and	give	us	the	
global	minimum.	

In	such	a	case,	the	gradient	of	f(x)	will	be	the	zero	vector,	
since	it's	at	a	global	minimum.	The	gradient	of	g(x)	won't	be	
the	zero	vector,	since	we're	at	a	contour	of	g(x).	Is	this	an	
optimum	if	the	gradients	aren't	pointing	in	the	same	
direction?	

what if the constraint is inactive?

22

<latexit sha1_base64="APXy7NlWGkgSDCsoVZFrHCzlTRs="></latexit>

rf(x) = ↵rg(x)

rf(x)- ↵rg(x) = 0

r (f(x)- ↵g(x)) = 0

rL(x,↵) = 0 with L(x,↵) = f(x)- ↵g(x)

They	are,	if	we	set	α	to	0.	Then	the	term		α∇g(x)	is	reduced	
to	the	zero	vector	and	it's	equal	to	∇f(x)	which	is	equal	to	
the	zero	vector.	

So	why	doesn't	this	always	work,	even	when	we	have	an	
active	constraint?	Why	can't	we	always	set	α=0	and	collapse	
the	gradient	of	the	constraint	function,	so	that	it's	always	
pointing	in	all	directions	at	once?	The	answer	is	that	if	we	
set	α	equal	to	zero,	we	are	forcing	∇f(x)	to	the	zero	vector,	
so	to	its	global	minimum,	which	is	normally	outside	the	
constraint.	If	we	then	attempt	to	solve	∂L/∂α	=	0,	we	will	
not	Pind	a	solution.	

If	these	questions	make	little	sense	to	you	the	answer	won't	
either.	In	that	case,	it's	probably	best	to	just	try	the	basic	
recipe	of	Lagrange	multipliers	a	few	times	on	the	homework	
exercises	and	exam	questions	and	to	come	back	to	these	
questions	later	to	develop	your	understanding	of	what's	
happening.



multiple constraints Finally,	If	we	have	multiple	constraints,	the	method	
extends	very	naturally.	With	two	constraints,	we	get	three	
gradients:	one	for	the	objective	function	and	two	for	the	
constraints.We	want	all	all	three	to	be	pointing	in	the	same	
direction,	so	we	add	all	gradients	together,	with	separate	
mulitpliers	for	each	constraint.	This	sum	should	be	equal	to	
zero.	

In	this	picture,	the	constraints	by	themselves	already	form	a	
system	of	equations	with	only	two	point	solutions.	We	still	
@ind	these	if	we	solve	the	Lagrangian,	but	at	the	solution	the	
gradients	don't	point	in	the	same	direction.	For	a	system	with	
multiple	constraints	where	the	gradients	come	in,	we	need	an	
active	constraint	region	that	is	larger	than	a	few	individual	
points,	which	is	dif@icult	to	do	wityh	equality	constraints	in	2	
dimensions.	

multiple constraints
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minimize f(x)

such that g(x) = 0 and h(x) = 0

L(x,↵,�) = f(x)- ↵g(x)- �h(x)

solve rL(x,↵,�) = 0 for x

Here's	what	that	looks	like	for	two	constraints.	We	end	up	
adding	a	term	to	the	Lagrangian	for	each	constraint,	each	
with	a	new	multiplier.	

Note	that	if	any	of	these	constraints	happens	to	be	inactive,	
we	will	simply	end	up	setting	their	multiplier	to	zero,	and	
we	will	very	naturally	recover	the	problem	with	only	the	
active	constraints.

dual problems
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minimize x2 + y2

such that x+ y = 1

Sometimes	a	problem	is	too	complex	to	solve	use	the	
Lagrangian	method.	In	such	cases,	you	can	often	still	use	the	
method,	but	instead	of	solving	the	problem,	you	turn	one	
optimization	into	another	one.	This	second	problem	is	
called	the	dual	problem	of	the	Pirst.	Under	the	right	
conditions,	the	solution	to	the	dual	problem	also	gives	you	
the	solution	to	the	original	problem.	

This	is	why	the	Lagrangian	method	is	relevant	to	the	subject	
of	SVMs:	we	can't	solve	the	SVM	problem	analytically,	but	
we	can	rewrite	it	into	a	different	problem.	

To	illustrate	the	principle	in	its	most	basic	form	on	this	very	
simple	problem.	To	see	how	it	works	in	detail,	and	most	
importantly	when	it	does	and	doesn't	work,	you'll	have	to	
watch	the	sixth	video.
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Here's	our	start	and	end	points.	This	problem	is	very	easy	
to	solve	explicitly	of	course,	but	we'll	show	you	how	to	
translate	it	to	give	you	a	sense	of	the	principle.	That	way,	
when	we	make	this	step	with	SVMs,	you'll	hopefully		
understand	the	basic	idea	of	what's	happening,	even	if	you	
skip	the	full	derivation.	

Note	that	in	the	dual	problem,	the	x	and	y	have	disappeared	
and	been	replaced	with	α's.	These	are	the	Lagrange	
multipliers:	the	basic	idea	is	that	we	set	up	the	Lagrangian,	
set	its	derivative	equal	to	zero,	and	then	rewrite	
everything	in	terms	of	the	Lagrange	multipliers,	getting	
rid	of	all	other	constraints.
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The	Pirst	step	is	the	same	as	before:	we	set	up	the	
Lagrangian,	and	set	its	derivative	equal	to	zero.	

We	then	deviate	from	the	standard	approach	by	rewriting	
these	equations	to	isolate	x	and	y	on	the	left-hand	side.	We	
express	both	as	equations	of	α	only	(note	that	we	need	to	be	
a	bit	lucky	with	our	problem	to	be	able	to	do	this).	

The	derivative	with	respect	to	α,	we	don't	?ill	in.	We	will	
hold	on	to	this,	and	use	it	in	a	different	way.
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What	we	can	now	do	is	Pill	these	back	into	the	original	
Lagrangian.	Whatever	x	and	y	are	at	the	optimum,	the	
Lagrangian	should	take	this	value	in	terms	of	the	Lagrange	
multipliers	α.	

Now,	we	require	a	bit	of	mental	gymnastics.	We	still	have	
the	unused	bit	of	knowledge	that	at	the	optimum,	the	
derivative	of	the	Lagrangian	should	be	equal	to	zero.	That's	
still	true	of	this	Lagrangian.	In	this	case,	we	know	how	to	
work	that	out	explicitly,	but	imagine	that	this	was	too	
complicated	to	do	either	because	the	function	is	too	
complex,	or	because	there	are	more	constraints	active	that	
make	things	complicated.	

Another	route	we	can	take	is	to	recognize	that	the	equation	
∂L/∂α	=	0	describes	an	optimum	of	L.	We	saw	earlier	that	
in	the	3D	space	of	(x,	y,	α)	that	∇L	is	always	0	at	a	saddle-
point.	It	turns	out,	that	if	we	rewrite	it	like	this,	expressed	
in	terms	of	only	α,	and	we	get	a	bit	lucky,	the	optimum	
corresponds	to	a	minimum	or	a	maximum	in	α.	In	this	case,	
L	is	a	second	order	polynomial	in	α,	so	it	must	have	only	



one	minimum	or	maximum.
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Here's	the	trick	in	a	nutshell.	We	rewrite	the	Lagrangian	to	
express	it	in	α.	We	are	assuming	the	conditions	that	hold	at	
the	optimum,	so	this	form	only	holds	for	the	optimal	x	and	
y.	Then	we	add	the	assumption	that	∂L/∂α	=	0,	and	we	treat	
this	as	an	optimization	objective.	

We	are	essentially	doing	the	opposite	of	what	we	normally	
do.	We	normally	start	with	an	optimization	objective	and	
set	the	function's	derivative	equal	to	zero.	Here	we	work	out	
a	function,	assume	it's	derivative	is	equal	and	suppose	that	
this	corresponds	to	the	solution	to	an	optimization	
objective.		

At	this	point,	we	don't	know	whether	we'll	get	a	maximum	
or	a	minimum,	or	even	a	plateau	or	a	saddlepoint.	We'll	just	
have	to	check	by	hand	and	hope	for	the	best.	In	this	case,	it	
turns	out	we	get	a	rather	neat	maximum,	but	then	this	was	
a	particularly	simple	problem.
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And	with	that,	we	have	our	dual	problem.	A	different	
optimization	problem,	that	we	can	use	to	solve	the	Pirst.	We	
just	optimize	for	α,	and	use	the	relations	we	worked	out	
earlier	to	translate	the	optimal	α	back	to	the	optimal	x	and	
y.	

This	is	all	a	bit	handwavy,	and	if	you	work	out	a	dual	
problem	in	this	way,	you	should	always	keep	your	eyes	wide	
open	and	double	check	that	everything	works	out	as	you'd	
hoped.	None	of	this	is	guaranteed	to	work,	if	you	do	it	
like	this.	

If	you	want	a	more	grounded	and	formal	approach,	we	need	
to	work	out	the	dual	problem	slightly	differently.	This	is	a	
bit	too	much	for	a	BSc	level	course,	but	we've	included	the	
basics	in	the	sixth	video	for	the	sake	of	completeness.	

In	general,	if	you	want	to	work	out	dual	problems,	it's	best	to	
dig	a	little	deeper	in	to	the	matter	so	you	get	stronger	
guarantees	that	what	you're	doing	is	correct.	The	only	thing	
we	hope	to	achieve	here	is	to	show	the	basic	principle	of	
working	out	dual	problems,	so	you	get	a	sense	of	what's	



happening	when	we	apply	this	trick	to	SVMs.

inequality constraints

31

video 6

Basically the same idea with some extra 
admin: 

• Constraints can be active or inactive 

• Multipliers must remain positive 

• Constraint terms must be subtracted.

Equality	constraints	are	relatively	rare.	It's	more	often	the	
case	that	you'll	run	into	a	an	inequality	constraint:	some	
quantity	that	is	allowed	to	be	equal	to	or	larger	than	0,	for	
instance.	In	such	cases,	the	constraint	region	becomes	a	
Pilled-in	area	in	which	the	solution	is	allowed	to	lie.	

Optimization	with	inequality	constraints	is	not	part	of	the	
exam,	but	it	is	necessary	to	derive	SVMs.	If	you're	not	
interested	in	the	details,	just	remember	that	it's	basically	
the	same	approach,	except	we	need	a	little	extra	
administration.	If	you	want	to	know	the	details,	you	can	
check	out	part	6	of	this	lecture.

Lagrange multipliers

Solve constrained optimization analytically 

Or: rewrite constrained optimization problems 
Results in a different, equivalent problem that may teach us something, or be easier to solve. 

Multiple constraints: repeat the process. 
Every constraint adds one term to L, with one additional Lagrange/KKT multiplier. 

 
Plain gradient descent doesn’t solve 
Some methods exist. See eg. Platt NIPS 1988.
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minimize f(x)

such that g(x) = 0

L(x,↵) = f(x)- ↵g(x) = 0

solve rL(x,↵) = 0 for x

In	the	next	video,	we	will	return	to	our	constrained	
optimization	objective	and	apply	the	KKT	method	to	work	
out	the	Lagrangian	dual.	As	we	will	see,	this	will	allow	us	to	
get	rid	of	all	parameters	except	the	KKT	multipliers



Support vector machines 
Part 2: The kernel trick

Machine Learning 2020 
mlvu.github.io 

Vrije Universiteit Amsterdam

Errata:	in	the	video,	the	optimization	objective	for	the	dual	
is	a	minimization	objective	when	it	should	be	a	
maximization	objective.	In	the	notes	below,	we	take	the	
negative	of	this	objective.	

|section|The	kernel	trick|	
|video|https://www.youtube.com/embed/rILXgY0IHxA|

option two: kernel SVM
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Here	is	the	original	optimization	objective	again,	before	we	
started	rewriting.	We	will	use	the	method	of	Lagrange	
multipliers	to	rewrite	this	objective	to	its	dual	problem.
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First,	we	rewrite	the	objective	function	and	the	constraints	
a	little	to	make	things	easier	down	the	line.	We	turn	the	
norm	of	w	into	its	dot	product.	This	is	just	a	question	of	
removing	the	square	root	so	it	doesn't	change	the	location	
of	the	minimum.	

In	the	constraints,	we	move	everything	to	the	right,	so	that	
all	constraints	are	"greater	than	or	equal	to	0."

http://mlvu.github.io


Let's work out the dual problem
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1. Formulate the Lagrangian, set ∇L = 0. 

2. Rewrite so that only the Lagrange multipliers remain 

3. Cast back to an optimization problem over the multipliers.

As	we	announced	already,	the	SVM	view	follows	from	
working	out	the	dual	problem	to	the	soft	margin	SVM	
problem.		

We've	seen	this	done	for	a	simple	problem	already:	(1)	we	
work	out	the	Lagrangian,	set	its	partial	derivatives	equal	to	
zero,	(2)	we	use	these	equations	to	rewrite	the	Lagrangian	
to	eliminate	all	variables	except	the	Lagrange	mulitpliers,	
(2)	we	cast	the	solution	back	to	an	optimization	problem,	
optimizing	only	over	the	multipliers.
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Here,	we	will	skip	a	step.	This	derivation	is	simply	too	long	
and	complicated	for	a	BSc	course.	We	will	just	show	you	the	
optimization	problem	at	the	top,	and	tell	you	that	if	you	set	
up	the	Lagrangian	and	work	out	the	dual	problem,	and	do	a	
little	rewriting,	you	end	up	with	the	objective	at	the	bottom.		

There's	an	optional	sixth	video,	for	if	you	really	want	or	
need	to	know	how	this	works,	but	if	you	don't,	you	can	take	
my	word	for	it:	these	two	problems	lead	to	the	same	
solution,	which	is	the	maximum	margin	hyperplane.
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You	may	need	to	stare	at	the	dual	problem	a	little	bit	to	see	
what	you	are	looking	at.	

Note	the	following:	
• The	α's	are	the	Lagrange	multipliers	that	were	
introduced	for	the	Pirst	constraint	of	each	point.	That	is,	
we	are	assigning	each	instance	in	the	data	a	number	
alpha.	Remember	from	the	previous	video	that	at	the	
optimum,	these	are	0	if	the	constraint	is	inactive,	and	
nonzero	if	the	constraint	is	active.	

• The	α's	are	the	only	parameters	of	the	problem.	The	x's	
and	y's	are	simply	values	from	the	data.	

• The	second	constraint	also	received	a	multiplier,	βi,	but	
this	was	removed	from	the	optimization	in	rewriting.	

• The	Pirst	problem	sums	once	over	the	dataset.	The	second	
sums	twice,	with	indices	i	and	j.	This	means	we	are	
essentially	looking	at	two	nested	loops,	looking	at	all	
pairs	of	instances	over	the	data.	

• For	each	pair,	of	any	two	instances,	we	compute	the	
product	of	their	multipliers	αiαj,	the	product	of	their	



labels	yiyj	and	their	dot	product.	Summing	these	all	up,	
we	get	the	quantity	that	we	want	to	minimize.	

• Because	we	started	with	a	problem	with	inequality	
constraints,	we	don't	end	up	with	a	problem	without	
constraints.	Instead	we	get	a	problem	with	constraints	
over	the	multipliers.	

• There	is	also	a	kind	of	penalty	term	keeping	the	sum	of	all	
alphas	down.	

• The	slack	parameter	C	now	functions	to	keep	the	alphas	
in	a	Pixed	range.	

• The	Pinal	line	says	that	the	sum	of	all	the	alphas	on	the	
positive	examples	must	equal	the	sum	of	all	the	alphas	on	
the	negative	examples.	

Finally,	note	that	unlike	in	the	Lagrangian	examples,	we	
haven't	ended	up	with	anything	we	can	solve	analytically.	
We've	just	turned	one	constrained	optimization	problem	
into	another	one.	We'll	still	need	a	solver	that	can	handle	
constrained	optimization	problems.	We	won't	go	into	the	
details,	but	the	SMO	algorithm	is	a	popular	choice	for	

hyperplane parameters
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Of	course	the	solution	means	nothing	to	us	in	terms	of	the	
Lagrange	multipliers,	since	these	are	variables	that	we	
introduced	ourselves.	Once	we've	found	the	optimal	
multipliers,	we	need	to	translate	them	back	to	a	form	that	
allows	us	to	make	classiPications.	

The	simplest	thing	to	do	is	to	translate	them	back	to	the	
hyperplane	parameters	w	and	b.	As	we	saw	in	the	previous	
video,	the	relation	between	the	multipliers	and	the	
parameters	of	the	original	problem	usually	emerges	from	
setting	the	Lagrangian	derivative	equal	to	zero.	From	this,	
we	see	that	the	vector	w	is	a	weighted	sum	over	the	support	
vectors,	each	multiplied	by	its	label.	

This	makes	sense	if	you	remember	that	w	is	the	direction	in	
which	the	hyperplane	ascends	the	quickest.	That	is,	it's	the	
direction	in	which	our	model	thinks	the	the	points	become	
most	likely	to	be	positive.	In	this	sum,	we	are	adding	
together	all	the	positive	support	vectors,	weighted	by	their	
Lagrange	multiplier,	and	subtracting	the	same	sum	for	the	
negative	support	vectors.	
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αk=0.36
αi=0.093

αj=0.27

αl=0

deriving w from the support vectors

w

Here's	a	visualization	of	how	the	different	Lagrange	
multipliers	combine	to	dePine	w.	We	have	two	support	
vectors	for	the	negative	class,	and	one	for	the	positive	class.	
The	weights	for	both	classes	need	to	sum	to	the	same	value	
(the	second	constraint	in	the	dual	problem),	so	the	weights	
for	the	negative	vectors	need	to	be	half	that	of	the	weight	
for	the	positive	vector.	

The	second	term	in	the	objective	function	tells	us	that	we'd	
like	the	multipliers	to	be	as	big	as	possible,	and	the	Pirst	
constraint	suggests	that	the	largest	multiplier	can	be	no	
bigger	than	C.	Assuming	we've	set	C=1,	we	get	the	
multiplier	values	shown	here.	

The	relation	in	the	previous	slide	now	tells	us	that	at	the	
optimum,	w	is	the	weighted	sum	of	all	suppoort	vectors,	
with	the	negative	ones	subtracted	and	the	positive	ones	
added.	

If	we	scale	the	support	vectors	by	the	multipliers,	we	can	
draw	a	simple	vector	addition	to	show	how	we	arrive	at	w.	



classification

option one: Compute w and b from the Lagrange 
multipliers. Use as normal linear classifier. 

option two: Fill definition of w in to the  classification 
formula
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Once	we	have	our	solution	in	terms	of	the	Lagrange	
multipliers,	we	need	to	use	them	somehow	to	work	out	
what	class	to	assign	to	a	new	point	that	we	haven't	seen	
before.	

The	Pirst	option	is	simply	to	compute	w	from	the	Lagrange	
multipliers	and	use	w	and	b	as	you	normally	do	in	a	linear	
classiPier.	However,	this	doesn't	work	with	the	method	
coming	up.	There,	we	never	want	to	compute	w	explicitly	
because	it	might	be	too	big.	Instead,	we	can	take	the	
dePinition	of	w	in	terms	of	the	multipliers,	and	Pill	it	into	our	
classiPication	objective.		

What	we	see	is	that	by	computing	a	weighted	sum	over	the	
dot	products	of	the	new	instance	xnew	with	all	instances	in	
the	data.	Or	rather,	with	all	support	vectors,	since	the	
multipliers	are	zero	for	the	non-support	vectors.
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So	why	did	we	do	all	this	if	we	still	need	to	search	for	a	
solution?	We	had	a	version	that	worked	with	gradient	
descent,	and	now	we	have	a	version	that	requires	
constrained	optimization.	What	have	we	gained?	

The	main	results	here	are	twofold:	

First,	notice	that	the	hyperplane	parameters	w	and	b	have	
disappeared	entirely	from	the	objective	and	its	constraints.	
The	only	parameters	that	remain	are	one	αi	per	instance	i	in	
our	data,	and	the	hyperparameter	C.	The	alphas	function	as	
an	encoding	of	the	support	vectors:	any	instance	for	
which	the	corresponding	alpha	is	not	zero	is	a	support	
vector.	Remember	that	nonzero	Lagrange	multipliers	
correspond	to	inactive	constraints.	Only	the	constraints	for	
the	support	vectors	are	active.	

We	could	use	this	to	reduce	the	data	to	only	its	support	
vectors.	For	the	purposes	of	the	classi@ier,	these	instances	
de@ine	the	decision	boundary,	and	the	rest	can	be	deleted.	

Second,	note	that	the	algorithm	only	operates	on	the	dot	
products	of	pairs	of	instances.	In	other	words,	if	you	didn’t	
have	access	to	the	data,	but	I	did	give	you	the	full	matrix	of	
all	dot	products	of	all	pairs	of	instances,	you	would	still	be	
able	to	Pind	the	optimal	support	vectors.	This	allows	us	to	
use	a	very	special	trick.



the kernel trick

If you have an algorithm which operates 
only on the dot products of instances, 

you can substitute the dot product for a 
kernel function.
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What	if	I	didn’t	give	you	the	actual	dot	products,	but	instead	
gave	you	a	different	matrix	of	values,	that	behaved	like	a	
matrix	of	dot	products.	

A	kernel	function	is	a	function	of	two	vectors	that	behaves	
like	a	dot	product,	but	in	a	higher	dimensional	feature	
space.	This	will	take	a	bit	of	effort	to	wrap	your	head	
around,	so	we'll	start	at	the	beginning.

making linear models more powerful
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d p d * p

0.75 0.98 0.74

-0.66 -0.32 0.21

-0.45 0.84 -0.38

0.93 0.78 0.72

-0.42 0.24 -0.10

-0.02 0.43 -0.01

-0.74 0.58 -0.43

-0.41 -0.41 0.17

0.59 0.72 0.42

-0.97 -0.24 0.23

Remember,	by	adding	features	that	are	derived	from	the	
original	features,	we	can	make	linear	models	more	
powerful.	If	the	number	of	features	we	add	grows	very	
quickly	(like	if	we	add	all	5-way	cross	products),	this	can	
becomes	a	little	expensive	(both	memory	and	time	wise).	

The	kernel	trick	is	basically	a	souped-up	version	of	this	
idea.	

It	turns	out	that	for	some	feature	expansions,	we	can	
compute	the	dot	product	between	two	instances	in	the	
expanded	features	space	without	explicitly	computing	
all	expanded	features.

extending the feature space
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x1 x2 x12 x1x2 x22

3 105 9 315 11025 male

1 110 1 110 12100 male

7 119 49 833 14161 male

8 120 64 960 14400 male

9 120 81 1080 14400 male

12 119 144 1428 14161 female

8 122 64 976 14884 female

8 125 64 1000 15625 female

9 125 81 1125 15625 female

9 132 81 1188 17424 male

14 128 196 1792 16384 female

Let’s	look	at	an	example.	The	simplest	way	we	saw	to	
extend	the	feature	space	was	to	add	all	cross-products.	
This	turns	a	2D	dataset	into	a	5D	dataset.	Let's	se	if	we	can	
do	this,	or	something	similar,	without	computing	the	5D	
vectors.
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Here	are	two	2D	feature	vectors.	What	if,	instead	of	
computing	their	dot	product,	we	computed	the	square	of	
their	dot	product.		

It	turns	out	that	this	is	equal	to	the	dot	product	of	two	other	
3D	vectors	a’	and	b’.
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The	square	of	the	dot	product	in	the	2D	feature	space,	is	
equivalent	to	the	regular	dot	product	in	a	3D	feature	space.	
The	new	features	in	this	3D	space	can	all	be	derived	from	
the	original	features.	They're	the	three	cross	products,	with	
a	small	multiplier	on	the	a1a2	cross	product.
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That	is,	this	kernel	function	k	doesn't	compute	the	dot	
product	between	two	instances,	but	it	does	compute	the	dot	
product	in	a	feature	space	of	expanded	features.	We	could	
do	this	already,	but	before	we	had	to	actually	compute	the	
new	features.	Now,	all	we	have	to	do	is	compute	the	dot	
product	in	the	original	feature	space	and	square	it.
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Since	the	solution	to	the	SVM	is	expressed	purely	in	terms	
of	the	dot	product,	we	can	replace	the	dot	product	this	
kernel	function.	We	are	now	Pitting	a	line	in	a	higher-
dimensional	space,	without	computing	any	extra	features	
explicitly.	

Note	that	this	only	works	because	we	rewrote	the	
optimization	objective	to	get	rid	of	w	and	b.	Since	w	and	b	
have	the	same	dimensionality	as	the	features,	keeping	them	
in	means	using	explicit	features.	

Saving	the	trouble	of	computing	a	few	extra	features	may	
not	sound	like	a	big	saving,	but	by	choosing	our	kernel	
function	cleverly	we	can	push	things	a	lot	further.

a kernel function

A function that computes the dot product of xi and xj in a 
different feature space, without explicitly computing those 
features.
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k(xi, xj)

For	some	expansions	to	a	higher	feature	space,	we	can	
compute	the	dot	product	between	two	vectors,	without	
explicitly	expanding	the	features.	This	is	called	a	kernel	
function.	

There	are	many	functions	that	compute	the	dot	product	of	
two	vectors	in	a	highly	expanded	feature	space,	but	don’t	
actually	require	you	to	expand	the	features.	

There	are	some	straightforward	conditions	for	when	a	given	
function	of	two	vectors	is	a	kernel.	We	won't	worry	about	
that	now,	and	just	look	at	some	commonly	used	kernels,	
assuming	that	others	have	done	the	work	to	show	that	these	
actually	are	kernels.

polynomial kernel
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feature space for d=2: all squares, all cross products, all single features 

feature space for d=3: all cubes and squares, all two-way and 
three-way cross products, all single features. 
This is already a big feature space. 

k(a, b) =
�
aTb+ 1

�d
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Taking	just	the	square	of	the	dot	product,	as	we	did	in	our	
example,	we	lose	the	original	features.	If	we	take	the	square	
of	the	dot	product	plus	one,	it	turns	out	that	we	retain	the	
original	features,	and	get	all	cross	products.		

You'll	show	how	this	works	in	the	homework.	

If	we	increase	the	exponent	to	d	we	get	all	d-way	cross	
products.	Here	we	can	see	the	benePit	of	the	kernel	trick.	
Imagine	setting	d=10	for	a	dataset	with	a	modest	10	
features.	Expanding	all	10-way	cross-products	of	all	
features	would	give	each	instance	10	trillion	expanded	
features.	We	wouldn't	even	be	able	to	Pit	one	instance	into	
memory.	

However,	if	we	use	the	kernel	trick,	all	we	need	to	do	is	to	
compute	the	dot	product	in	the	original	feature	space,	add	a	
1,	and	raise	it	to	the	power	of	10.	

d	is	a	hyperparameter:	increasing	it	does	not	make	the	
algorithm	much	more	expensive,	but	it	does	increase	your	
(implicit)	feature	space	so	much	that	you	risk	over@itting,	so	



you'll	need	to	tune	it	to	your	data.

RBF kernel
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feature space: infinite dimensional

k(a, b) = exp (-�||a- b||)
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If	ten	trillion	expanded	features	sounded	like	a	lot,	here	is	a	
kernel	that	corresponds	to	an	inPinite-dimensional	
expanded	feature	space.	We	can	only	approximate	this	
kernel	with	a	Pinite	number	of	expanded	features,	getting	
closer	as	we	add	more.	Nevertheless,	the	kernel	function	
itself	is	very	simple	to	compute.	

Gamma	is	another	hyperparameter.	

Because	this	is	such	a	powerful	kernel,	it	is	prone	to	
overPitting.
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Here’s	a	plot	for	the	dataset	from	the	Pirst	lecture.	As	you	
can	tell,	the	RBF	kernel	massively	overPits	for	these	
hyperparameters,	but	it	does	give	us	a	very	nonlinear	Pit.



kernels in data space

text, DNA, proteins: string kernels (inspired by edit 
distance) 

graphs: Weisfeiler-Lehman distance
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One	of	the	most	interesting	application	areas	of	kernel	
methods	is	places	where	you	can	turn	a	distance	metric	in	
your	data	space	directly	into	a	kernel,	without	?irst	
extracting	any	features	at	all.	

For	instance	for	an	email	classiPier,	you	don't	need	to	extract	
word	frequencies,	as	we’ve	done	so	far,	you	can	just	design	a	
kernel	that	operates	directly	on	strings	(usually	based	on	
the	edit	distance).Put	simply,	the	fewer	operations	we	need	
to	turn	one	email	into	another,	the	closer	we	put	them	
together.	If	you	make	sure	that	such	a	function	behaves	like	
a	dot	product,	you	can	stick	it	in	the	SVM	optimizer	as	a	
kernel.	You	never	need	to	deal	with	any	features	at	all.	
Just	the	raw	data,	and	their	dot	products	in	some	feature	
space	that	you	never	compute.	

This	approach	has	often	been	used	to	analyze	DNA	and	
protein	sequences	in	bioinformatics.	

If	you’re	classifying	graphs,	there	are	distance	metrics	like	
the	Weisfeiler-Lehman	algorithm	that	you	can	use	to	dePine	
kernels.

using kernel SVMs

Normalize your data. 

Pick a kernel (linear, rbf, poly) 

Pick a C and the hyperparameters for your kernel (d, γ)
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Kernel	SVMs	are	complicated	beasts	to	understand,	but	
they're	easy	to	use	with	the	right	libraries.	Here's	a	simple	
recipe	for	Pitting	an	SVM	with	an	RBF	kernel	in	sklearn.

why did neural networks come back?

Quadratic vs. linear training time. 
SVM training needs to see all pairs of instances: O(N2) 
Neural net training needs k passes over the data:  O(kN) 

Good SVM performance required hand-designed kernels. 

Deep neural nets matured, and hardware caught up with 
them. 
LSTMs and ConvNets, both invented in 1998, provided the first breakthroughs. 

Machine learning culture changed: empirical evidence of 
performance became acceptable without proof of 
convergence/learnability.
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Neural	nets	require	a	lot	of	passes	over	the	data,	so	it	takes	
a	big	dataset	before	kN	becomes	smaller	than	N2,	but	
eventually,	we	got	there.	At	that	point,	it	became	more	
efPicient	to	train	models	by	gradient	descent,	and	the	kernel	
trick	lost	its	luster.



mlcourse@peterbloem.nl
57

And	when	neural	networks	did	come	back,	they	caused	a	
revolution.	That’s	where	we’ll	pick	things	up	next	lecture.

Support vector machines 
Part 3: KKT conditions and the SVM dual

Machine Learning 2020 
mlvu.github.io 

Vrije Universiteit Amsterdam

To	make	the	story	complete,	we	need	to	know	two	things	
that	we've	skipped	over.	How	to	solve	problems	with	
inequality	constraints,	and	how	to	use	this	method	to	work	
out	the	dual	problem	for	the	SVM.		

These	are	explicitly	not	exam	material.	We've	separated	
them	into	this	video	so	that	you	can	watch	them	if	you	need	
the	whole	story,	or	if	you	want	to	get	a	sense	of	what	the	
missing	steps	look	like,	but	you	are	entirely	free	to	skip	this	
video.	

|section-nv|KKT	conditions	and	the	SVM	dual|

inequality constraints
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To	start	with,	let's	look	at	the	details	of	how	to	handle	
inequality	constraints.	For	instance,	if	you	want	you	
solution	to	lie	anywhere	within	the	unit	circle,	instead	of	on	
the	unit	circle.	

This	method,	called	the	method	of	KKT	multipliers	is	
necessary	to	understand	how	we	derive	the	kernel	trick	in	
the	next	video.	It	won't,	however,	be	an	exam	or	homework	
question,	so	you're	free	to	skim	the	rest	of	this	video	if	
you've	reached	your	limit	of	math.

mailto:mlcourse@peterbloem.nl
http://mlvu.github.io
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Lagrange	multipliers	work	great,	and	are	very	useful,	but	so	
far	we've	only	seen	what	to	do	if	the	constraint	is	an	
equality:	if	some	quantity	needs	to	stay	exactly	equal	to	
some	other	quantity.	It's	more	often	the	case	that	we	have	
an	inequality	constraint:	for	instance,	the	amount	of	money	
we	spend	needs	to	stay	within	our	budget.	

If	the	constraint	in	our	problem	is	not	an	equality	
constraint,	but	an	inequality	constraint,	the	same	method	
applies,	but	we	need	to	keep	a	few	more	things	in	mind.	

Here	is	an	example.	This	time	we	are	not	looking	for	a	
solution	on	the	unit	circle,	we	are	looking	for	the	lowest	
point	anywhere	outside	the	unit	circle.	

This	means	that	our	constraint	is	inactive.	The	simplest	
approach	for	a	particular	problem	is	just	to	check	manually	
if	the	constrain	tis	active.	If	it	isn't,	you	can	just	solve	the	
unconstrained	problem,	and	if	it	is,	the	solution	must	be	on	
the	boundary	of	the	constraint	region,	so	the	problem	
basically	reduces	to	the	standard	Lagrangian	method.

inequality constraints
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For	this	problem,	if	we	search	only	inside	the	unit	circle,	the	
constraint	is	active.	It	stops	us	from	going	where	we	want	
to	go,	and	we	end	up	on	the	boundary,	just	like	we	would	if	
the	constraint	were	an	equality	constraint.	This	means	that	
if	we	know	that	we	have	an	active	constraint,	our	solution	
should	coincide	with	the	equivalent	problem	with	an	
equality	constraint.	For	this	reason,	we	can	use	almost	the	
same	approach.	We	just	have	to	set	it	up	a	little	bit	more	
carefully,	so	that	we	restrict	the	allowed	solutions	a	bit	
more.	

We	Pirst	set	the	convention	that	all	constraints	are	rewritten	
to	be	“greater	than”	inequalities,	with	zero	on	the	right	
hand	side.	This	doesn’t	change	the	region	we’re	constrained	
to,	but	note	that	the	function	on	left	of	the	inequality	sign	
had	a	“bowl”	shape	before,	and	now	has	a	“hill”	shape.	In	
other	words,	the	gradients	of	this	function	now	point	in	the	
opposite	direction.		

The	drawings	indicate	the	1D	equivalent.	The	places	where	
the	two	functions	intersect	(the	boundary	of	our	constraint	
region)	are	the	same,	but	the	constraint	function	is	Plipped	
around.	This	means	that	its	gradient	(the	direction	of	
steepest	ascent)	now	points	in	the	opposite	direction.	

We	now	know	two	things:	the	inequality	is	always	a	
"greater	than"	inequality	(by	convention),	and	the	
constraint	function	is	always	a	"hill"	shape	and	never	a	
"bowl"	shape	(if	it	were	a	bowl	shape	with	a	greater	than	
constraint,	the	constraint	would	be	inactive	in	this	case).	
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If	we	are	minimizing,	we	need	to	make	sure	that	the	
gradient	points	into	the	constrained	region,	so	that	the	
direction	of	steepest	descent	points	outside.	If	the	direction	
of	steepest	descent	pointed	into	the	region,	we	could	Pind	a	
lower	point	somewhere	inside,	away	from	the	boundary.	
Since	the	gradient	for	the	constraint	function	points	inside	
the	region,	we	need	to	make	sure	that	the	gradients	of	the	
objective	function	point	in	the	same	direction.	

If	we	are	maximizing,	by	the	same	logic,	we	need	to	make	
sure	that	the	gradients	point	in	opposite	directions.	We	
want	to	direction	of	greatest	ascent	to	point	outside	the	
constraint	region.	

Contrast	this	with	case	of	equality	constraints.	There,	we	
just	needed	to	make	sure	that	the	gradients	were	on	the	
same	line,	either	pointing	in	the	same	direction	or	in	
opposite	directions.	Since	the	constraint	was	a	1D	curve,	the	
gradients	and	negative	gradients	always	point	outside	of	
the	constraint	region.	Now,	we	need	to	be	a	bit	more	careful.	
Since	we	tend	to	minimize	in	machine	learning,	we'll	show	

KKT multipliers (assuming active constraints)
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This	makes	the	derivation	the	inequality	method	a	little	
more	complicated	than	the	version	with	an	equality	
constraint:	we	again	set	the	gradient	of	the	objective	
function	equal	to	that	of	the	constraint,	again	with	an	α	to	
account	for	the	differences	in	size	between	the	two	
gradients,	but	this	time	around,	we	need	to	make	sure	that	
α	remains	positive,	since	a	negative	α	would	cause	the	
gradient	of	the	constraint	to	point	in	the	wrong	direction.	

We	assume	we're	minimizing.	If	we	are	maximizing,	we	set	
the	gradient	of	f	equation	to	the	negative	gradient	of	g	times	
α.	

Even	though	we’ve	not	removed	the	constraint,	we’ve	
simpliPied	it	a	lot:	it	is	now	a	linear	function,	even	a	
constant	one,	instead	of	a	nonlinear	function.	Linear	
constraints	are	much	easier	to	handle,	for	instance	using	
methods	like	linear	programming,	or	gradient	descent	with	
projection.	If	you're	lucky,	you	may	even	be	able	to	solve	it	
analytically	still.

automatic inactivity checking: complimentary slackness All	this	only	works	if	we	check	manually	whether	a	
constraint	is	active.	Sometimes	this	isn't	practical:	we	may	
have	too	many	constraints,	or	we	may	want	to	work	out	a	
solution	independent	of	the	speciPics.	For	instance,	in	the	
SVM	problem,	we	can	only	check	which	constraints	are	
active	once	we	know	the	data.	If	we	want	to	work	out	a	
solution	that	holds	for	any	dataset	(with	the	data	
represented	by	uninstantiated	variables),	we	can't	check	
manually	which	constraints	are	active.	

Instead,	we	can	work	the	activity	checking	into	the	
optimization	problem	using	a	condition	called	
complementary	slackness.	

Remember	what	we	saw	for	the	Lagrangian	case:	if	the	
constraint	is	inactive,	we	can	simply	set	the	multiplier	to	0	
and	the	problem	reduces	to	the	unconstrained	problem.	

However,	if	we	don't	set	the	multiplier	to	zero,	we	need	to	
make	sure	that	the	constraint	is	active,	and	stays	on	the	
boundary.	We	can	achieve	this	by	requiring	that	g(x)	is	
exactly	0	rather	than	larger	than	or	equal	to	zero.	



In	short	either	α	is	exactly	zero,	or	g(x)	is.

complementary slackness
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We	can	summarize	this	requirement	by	saying	that	the	
product	of	the	multiplier	and	the	constraint	function	should	
be	exactly	zero.	This	condition	is	called	complementary	
slackness.	

If	we	allow	the	solution	to	move	away	from	the	constraint	
boundary	to	the	interior	of	the	constraint	region,	g(x)	will	
become	nonzero	(because	the	boundary	is	where	it	is	zero),	
so	the	α	should	be	zero	to	satisfy	complementary	slackness.	
This	will	effectively	remove	the	g	term	from	the	Lagrangian,	
forcing	us	to	Pind	the	global	minimum	of	f.	

If	g(x)	is	on	the	boundary	and	so	equal	to	zero,	we	are	
allowing	α	to	be	nonzero,	this	means	that	the	g	term	in	the	
Lagrangian	will	be	active,	and	we	don't	need	to	Pind	the	
global	minimum	of	f	,	where	its	gradient	is	zero,	only	the	
constrained	minimum,	where	its	gradient	is	equal	to	
α∇g(x).	

Complimentary	slackness	can	be	a	little	confusing	to	wrap	
your	head	around.	For	me,	the	key	is	viewing	the	term	we	add	
to	the	Lagrangian	as	a	relaxation	of	the	problem.	It	allows	us	
to	move	away	from	the	global	optimum	to	a	constrained	
optimum.	To	allow	this	we	need	to	make	the	multiplier	α	non-
zero,	and	the	price	we	pay	to	do	that	is	to	make	g(x)	equal	to	
zero.



KKT multipliers

66

KKT conditions
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Here's	what	the	general	solution	looks	like.	We	start	with	an	
optimization	objective.	We	construct	a	Lagrangian-like	
function	as	before,	but	this	time,	we	don't	require	that	its	
whole	gradient	is	equal	to	zero,	just	the	objective	functions	
and	the	constraint	terms.	In	other	words,	we	don't	require	
that	the	derivative	with	respect	to	the	multiplier	is	zero.		

You	can	still	start	with	the	Lagrangian.	You	just	don't	set	all	
of	its	partial	derivatives	equal	to	zero.	

This	is	because	the	constraint	may	not	be	active:	in	that	
case	the	multiplier	itself	is	zero	and	the	gradient	can	take	
any	value.	

This	equation	may	have	many	solutions,	not	all	of	which	
will	be	solutions	to	the	optimization	problem.	The	Karush-
Kuhn-Tucker	(KKT)	conditions	then	tell	us	which	of	these	
solutions	also	solve	the	optimization	problem.		

It	may	seem	a	little	counter-intuitive	that	this	is	actually	a	
step	forward.	We	had	a	simple	minimization	objective	with	
a	single	constraint,	and	now	we	have	to	solve	an	equation	
under	several	constraint,	including	the	original.	Are	we	
really	better	off?	There	are	two	answers.	In	some	rare	
cases,	you	can	actually	solve	the	problem	analytically.	We'll	
see	an	example	of	that	next.	In	other	cases,	you	can	use	the	
KKT	conditions	to	formulate	a	dual	problem.	We'll	dig	into	
that	after	the	example.

multiple constraints

67

<latexit sha1_base64="nPIKg8rHQ5DEaYdb9HL+T3YYqVo="></latexit>

minimize f(x)

such that g(x) > 0 and h(x) > 0

solve rf(x)- ↵rg(x)- �rh(x) = 0

such that ↵,� > 0

and g(x),h(x) > 0

and ↵g(x) = �h(x) = 0

If	we	have	multiple	inequality	constraints,	we	just	repeat	
the	procedure	with	fresh	multipliers	for	each.	Each	
constraint	gets	its	own	set	of	three	KKT	conditions.	
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We	can	also	mix	equality	and	inequality	constraints.	In	this	
case,	we	just	treat	the	equality	constraint	the	same	as	we	
did	before.	We	set	the	KKT	conditions	for	the	inequality	
constraint(s)	and	for	the	equality	constraint,	we	only	set	the	
condition	that	the	original	equality	is	true.	As	we	saw	
before,	this	is	equivalent	to	constructing	the	Lagrangian	and	
requiring	that	its	derivative	with	respect	to	the	multiplier	of	
the	equality	constraint	is	zero.	

You	can	do	it	both	ways,	but	since	you	are	already	including	
the	original	inequality	constraint	as	one	of	the	KKT	
conditions,	you	may	as	well	include	the	original	equality	
constraint	as	well.

example 1: entropy

probabilities of outcomes 1 ... n under distribution p: 

probabilities under alternative distribution q: 

expected codelength/cross entropy:
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Here's	an	example	of	when	you	can	solve	a	KKT	problem	
analytically.	

When	we	introduced	entropy,	we	noted	that	the	cross	
entropy	of	a	function	with	itself	was	the	lowest	that	the	
cross	entropy	could	get.	The	implication	was	that	the	
average	codelength	is	minimized	if	we	choose	a	code	that	
corresponds	to	the	source	distribution	of	the	elements	we	
are	trying	to	transmit.	

For	a	Pinite	space	of	outcomes,	we	can	now	prove	this	with	
the	Lagrangian	method.	Here's	how	we	set	up	the	problem.	
We	will	assume	that	we	have	n	outcomes	over	which	the	
probabilities	are	dePined.	The	source	the	outcomes	are	
drawn	from	is	called	p,	and	it	assigns	probabilities	p1	
through	pn.	We	encode	messages	using	a	code	
corresponding	to	distributions	q,	which	assigns	
probabilities	q1	though	qn,	and	thus	uses	codewords	of	
lengths	-	log	q1	though	-log	qn.	

The	expected	codelength	under	this	scheme	is	the	cross-
entropy	between	p	and	q.	What	we	want	to	show	is	that	
setting	q=p	will	minimize	the	expected	codelength.
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Here's	how	that	looks	as	a	minimization	problem.	We	want	
to	Pind	the	n	values	for	qi	for	which	the	corss	entropy	is	
minimized.	The	values	of	pi	are	given	(we	treat	them	as	a	
constant).	

The	constraints	essentially	state	that	the	qi	values	put	
together	are	probabilities.	They	should	be	non-negative	and	
they	should	collectively	sum	to	1.	This	gives	us	n	inequality	
constraints	and	one	equality	constraints.	

The	only	thing	we	need	to	do	to	put	the	constraint	into	the	
correct	form	is	to	move	the	1	to	the	left	hand	side.

Lagrangian
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Here	is	the	Lagrangian	we	get.	Note	that	it	has	2n	+	1	
parameters:	the	original	n	parameters	qi,	the	multipliers	of	
the	inequalities	αi	and	one	more	for	the	multiplier	of	the	
equality	β.	

The	additional	constraints	are	only	on	the	multipliers	for	
the	inequalities.	They	tell	us	that	both	the	αi	multipliers	and	
the	qi	parameters	should	be	positive,	and	that	at	least	one	of	
them	should	be	zero.		

Remember	that	we	won't	be	working	out	the	whole	
gradient	of	the	Lagrangian,	only	the	gradient	with	respect	
to	the	original	parameters	and	the	equality	constraints.
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We	start	by	working	out	the	relvant	partial	derivatives	of	
the	Lagrangian	and	setting	them	equal	to	zero.	

On	the	left	we	have	the	equations	resulting	from	this:	n	
equations	for	the	original	parameters,	and	one	for	the	
equality	constraint.	Again,	for	the	multipliers	
corresponding	to	inequality	constraints,	we	don't	set	the	
derivative	equal	to	zero:	for	those	we	rely	on	the	KKT	
conditions	instead.	

At	this	point,	there's	no	standard,	mehcanical	way	to	
proceed.	We	need	to	look	at	what	these	equations	and	
inequalities	are	telling	us.	If	we're	lucky,	there's	a	way	to	
solve	the	problem,	and	if	we're	even	luckier,	we're	clever	
enough	to	Pind	it.	

We	can	start	with	the	following	observations:	

• The	parameters	qi	must	be	positive	and	sum	to	zero.	This	
means	that	they	can't	all	be	zero.	

• For	those	that	are	nonzero,	αi	must	be	zero,	due	to	
complementary	slackness.	So	for	the	nonzero	qi,	we	have	



pi/qi	=	-	β	and	thus	qi	=	-	pi/β.	

• All	nonzero	qi	should	sum	to	one,	so	we	have	-(1/β)Σpi	=	
1	(with	the	sum	over	those	i's	corresponding	to	nonzero	
qi)	

At	this	point,	we	run	into	a	snag.	We	need	to	know	
something	about	those	qi's	that	are	zero,	but	in	that	case,	
the	Pirst	term	of	the	Pirst	inequality,	-pi/qi,	becomes	
undePined.	The	main	thing	to	note	is	that	this	is	a	problem	
with	our	domain,	not	with	the	Lagrangian/KKT	method.	
Note	that	in	the	entropy,	we	have	a	factor	log	qi	which	goes	
to	negative	inPinity	as	qi	goes	to	zero.	The	entropy	isn't	
really	properly	dePined	for	zero	probabilities,	so	it's	no	
surprise	that	we	run	into	difPiculty	with	the	Lagrangian/
KKT	method	for	zero	probabilities.	

The	way	we	deal	with	this	in	entropy	is	to	say	that	the	
length	of	the	code	word	for	i,	-	log	qi,	goes	to	inPinity	as	the	
probability	goes	to	zero.	If	we	are	absolutely	sure	that	the	
outcome	i	won't	happen,	we	can	assign	it	an	"iniPinitely	long	
codeword"	by	setting	qi=0	(allowing	us	to	make	the	other	

the dual problem
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The	other	approach	we	saw	in	the	earlier	video,	is	not	to	
solve	the	optimization	problem,	but	to	turn	it	into	a	
different	problem:	the	so	called	dual	problem	of	the	Pirst.	
We	were	a	bit	handwavy	in	our	Pirst	explanation,	skipping	a	
lot	of	the	details,	and	being	vague	about	when	it	works	and	
why.	Now,	in	the	context	of	optimization	under	inequality	
constraints,	we	can	be	more	clear	about	exactly	what	we're	
doing.
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L(x,↵) = f(x)- ↵g(x) 6 f(x)

We'll	explain	this	Pirst	in	the	context	of	a	basic	minimization	
problem	with	a	single	inequality	constraint.	The	approach	
of	dual	problems	makes	most	sense	in	the	context	on	
inequality	constraints,	so	now	that	we	have	the	machinery	
for	this,	we	can	give	it	a	proper	treatment.	

We	know	that	for	any	solution	that	satisPies	the	KKT	
conditions,	the	term	αg(x)	must	be	positive.	This	means	
that	whenever	x	satisPies	the	KKT	conditions,	we	know	that	
the	Lagrangian	at	x	is	always	strictly	less	than	the	the	
objective	function	f	at	x.	
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x

L(x,↵) 6 f(x)

For	all	nonnegative	a,	and	x	satisfying	the	constraint,	this	
tells	us	that	the	Lagrangian	is	less	than	the	objective	
function.	This	includes	the	x	for	which	L	is	minimal	(under	
the	constraints).		

Since	this	is	always	true,	regardless	of	our	value	of	a,	we	can	
now	choose	a	to	maximize	this	function.	
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constraint region
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Here's	a	visualization.	We	are	looking	for	the	minimum	on	
the	red	line	f(x),	within	the	region	where	the	green	line	
g(x)is	larger	than	0.	

If	we	construct	L,	and	pick	some	positive	value	a,	we	get	a	
line	that	within	the	constrain	region	lies	below	f(x).	If	we	
keep	x	Pixed	and	change	a	to	a'	in	such	a	way	that	L(x,	a')	is	
bigger	than	L(x,	a),	we	move	the	minimum	closer	to	the	
optimal	value.

dual problem
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minx f(x)

such that g(x) > 0

max↵ f 0(↵) = min
x
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such that ↵ > 0,g(x) > 0

primal

dual

Here	are	the	proper	dePinitions	of	the	primal	and	dual	
problem.	"primal"	is	just	the	opposite	of	dual,	the	problem	
we	started	out	with.	

What	we	have	done	is	to	remove	x	as	a	variable,	by	setting	it	
to	the	value	it	has	at	the	minimum	within	in	the	constraint	
region.	This	leaves	the	Lagrange	multipliers	as	the	only	free	
variable	to	maximize	over.	



strong and weak duality

weak duality: the solution to the dual problem is less than 
or equal to the solution to the primal. 
Always holds. 

strong duality: the solution to the dual problem is exactly 
equal to the solution to the primal. 
Holds if the KKT conditions hold.
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We	have	not	shown	that	the	value	we	get	for	the	dual	
problem	is	actually	the	same	as	the	one	we	get	for	the	dual.	
Only	that	it	is	less	than	or	equal.	This	is	called	weak	
duality:	the	dual	serves	as	a	lower	bound	for	the	primal.	
This	is	always	true.	

If	they	are	exactly	equal,	we	say	that	strong	duality	holds.	
It	can	be	shown	that	this	is	true	if	and	only	if	all	three	KKT	
conditions	holds	for	the	solution.	Two	of	them	are	already	
included	in	the	dual	problem.We're	just	missing	
complimentary	slackness.	We	can	either	dePine	the	problem	
with	complimentary	slackness	added,	or	we	can	Pigure	out	
the	dual	without	complimentary	slackness,	and	then	check	
whether	it	holds	for	the	solution.

example 2: a simple dual problem
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minimize x2 + y2

such that x+ y > 1

Before	we	use	these	principles	to	work	out	the	dual	for	the	
SVM	problem,	let's	see	it	in	action	on	a	slightly	simpler	
problem.	We'll	use	the	problem	from	the	fourth	part,	but	
with	an	inequality	constraint	instead	of	an	equality	
constraint.	

The	constraint	is	active,	so	the	solution	will	be	the	same	as	
before,	but	we'll	take	you	through	the	formal	steps	of	
formulating	the	dual	problem.	
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maximize f 0(↵)

such that ↵ > 0

and x+ y- 1 > 0

and ↵(x+ y- 1) = 0

As	before,	we	set	up	the	Lagrangian,	but	this	time,	we	start	
by	setting	up	the	dual	function	f',	which	halp	alpha	as	an	
argument	and	contains	a	minimization	over	x	and	y.	

Note	that	the	minimization	is	over	values	of	x	and	y	that	
satisfy	the	original	constraints.	

We	then	maximize	this	value	of	f	subject	to	the	KKT	
conditions.	To	make	this	practical,	we	need	to	rewrite	the	
dual	function	to	eliminate	all	references	to	x	and	y.	We	do	
this	by	making	the	assumption	that	x	and	y	are	at	the	
optimum:	the	derivative	of	the	Lagrangian	is	zero	for	
them.	
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We	worked	this	out	already	in	slide	100.	Under	this	
assumption,	we	can	express	x	and	y	in	terms	of	the	value	of	
alpha.
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f 0(↵) = -1
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2 + ↵

As	we	saw	before,	Pilling	in	these	derivatives	gives	us	an	
objective	function	that	is	a	simple	parabola	in	α.	The	
parabola	has	it's	maximum	at	α=1,	so	we	get	weak	duality	
at	that	value.	do	we	also	get	strong	duality?	We	should	
check	the	KKT	conditions	to	Pind	out.	

The	Pirst	says	that	α	should	be	nonnegative,	and	the	second	
says	that	it	should	be	larger	or	equal	to	1.	We	can	ignore	the	
Pirst,	but	either	way	our	solution	satisPies	them	both.	

The	complementary	slackness	is	an	equation	with	two	
solutions	α=0	and	α=1.	The	second	corresponds	to	our	
solution,	so	we	do	indeed	have	strong	duality.		

Filling	α=1	into	the	equations	we	derived	before	will	tell	us	
where	in	the	x,	y	plane	we	will	Pind	this	solution.

example 3: SVMs
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We	are	now	ready	to	begin	our	attack	on	the	SVM	objective.	
This	is	a	much	more	complicated	beast	than	the	problems	
we've	seen	so	far,	but	so	long	as	we	stick	to	the	plan,	and	
work	step	by	step,	we	should	be	Pine.
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Here	are	the	start	and	end	points	of	our	journey.	The	
objective	at	the	bottom	is	the	dual	problem	of	the	one	at	the	
top.
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First,	we	dePine	our	Lagrangian.	We	introduce	two	sets	of	
multipliers:	α's	for	the	Pirst	type	of	constraint,	and	β's	for	
the	second	type	of	constraint.	If	our	datasets	has	n	
instances,	we	add	n	α's	and	n	β's.	
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Next,	we'll	rewrite	the	Lagrangian	a	little	bit	to	isolate	the	
terms	we	will	be	taking	the	derivative	over.	Remember	we'll	
only	do	this	over	the	parameters	of	the	original	problem	w,	
b	and	pi.	

In	this	form,	the	derivatives	with	respect	to	these	variables	
should	be	straightforward	to	work	out.
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That	makes	this	our	dual	function.	Before	we	set	up	the	dual	
problem,	we	can	rewrite	this	by	Pinding	the	minimum,	
expressing	each	variable	in	terms	of	the	multipliers	and	
Pilling	them	in	to	this	function.
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So,	let's	take	the	derivative	with	respect	to	the	parameters,	
and	set	them	equal	to	zero.	We'll	collect	our	Pindings	in	the	
box	on	the	right.	

We	haven’t	discussed	taking	derivatives	with	respect	to	
vectors,	but	here	we’ll	just	use	two	rules	that	are	analogous	
to	the	way	we	multiply	scalars.	

• The	derivative	wTw,	with	respect	to	w	is	2	times	w.	This	
is	analogous	to	the	derivative	of	the	square	for	scalars.	

• The	derivative	of	w	times	some	constant	vector	(wrt	to	
w)	is	just	that	constant.	This	is	similar	to	the	constant	
multiplier	rule	for	scalars.	

You	can	also	work	this	out	by	looking	at	the	scalar	derivatives	
for	each	wi,	but	to	shorten	the	derivation,	we'll	take	these	two	
rules	as	given.	

This	gives	us	an	expression	for	w	at	the	optimum,	in	terms	
of	alpha,	y	and	x.
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If	we	take	the	derivative	with	respect	to	b,	we	Pind	a	simple	
constraint:	that	at	the	optimum,	the	sum	of	all	α	values,	
multiplied	by	their	corresponding	y’s,	should	be	zero.
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Finally,	we	take	the	derivative	for	pi	and	set	that	equal	to	
zero.	

The	result	essentially	tells	us	that	for	any	given	instance	i,	
the	alpha	plus	the	beta	must	equal	C.		

If	we	assume	that	alpha	is	between	0	and	C,	then	we	can	
just	take	beta	to	be	the	remainder.
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This	(in	the	orange	box)	is	what	we	have	Pigured	out	so	far	
about	our	function	at	the	optimum.		

If	we	Pill	in	the	three	equalities,	our	function	simpliPies	a	lot.	
This	function	describes	the	optimum,	subject	to	the	
constraints	on	the	right.	These	are	constraints	of	variables	
in	our	Pinal	form,	so	we	need	to	remember	these.	

We've	eliminated	almost	all	original	variables,	except	w.	We	
have	a	good	expression	for	w	in	terms	of	the	α's,	so	we	can	
just	Pill	this	in,	and	rewrite.	
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We	Pirst	replace	one	of	the	sums	in	the	Pirst	line	with	w.	This	
is	going	in	the	wrong	direction,	but	it	allows	us	to	reduce	
the	number	of	w's	in	the	equation.	

Then,	we	replace	the	Pinal	two	occurrences	of	w,	with	the	
sum.	This	gives	us	a	function	purely	in	terms	of	alpha,	with	
no	reference	to	w	or	b.	All	we	need	to	do	is	simplify	it	a	little	
bit.	

Note	that	the	square	brackets	here	are	just	brackets,	they	
have	no	special	meaning.



93

L = -
1

2

"
X

i

↵iyixi

#T "
X

i

↵iyixi

#

+
X

i

↵i

<latexit sha1_base64="waYFnEG6YuKxu5KbKlPG7ml97Zk="></latexit><latexit sha1_base64="waYFnEG6YuKxu5KbKlPG7ml97Zk="></latexit><latexit sha1_base64="waYFnEG6YuKxu5KbKlPG7ml97Zk="></latexit><latexit sha1_base64="oPHNzD0jpZZhCih3rVpaAnJi0Fo="></latexit><latexit sha1_base64="822aDlTKNgw/hP2frQWnn3sBcwA="></latexit><latexit sha1_base64="822aDlTKNgw/hP2frQWnn3sBcwA="></latexit><latexit sha1_base64="EOlfbHJQF4cMfYEw+7i2iAHUBPo="></latexit><latexit sha1_base64="waYFnEG6YuKxu5KbKlPG7ml97Zk="></latexit><latexit sha1_base64="waYFnEG6YuKxu5KbKlPG7ml97Zk="></latexit><latexit sha1_base64="waYFnEG6YuKxu5KbKlPG7ml97Zk="></latexit><latexit sha1_base64="waYFnEG6YuKxu5KbKlPG7ml97Zk="></latexit><latexit sha1_base64="waYFnEG6YuKxu5KbKlPG7ml97Zk="></latexit>

(a + b + c)(x + y)

L = -
1

2

2

4
X

i

↵iyix
T
i

2

4
X

j

↵jyjxj

3

5

3

5+
X

i

↵i

<latexit sha1_base64="JZTTvJyJ4PR3YURImzESw9OIjN4="></latexit><latexit sha1_base64="JZTTvJyJ4PR3YURImzESw9OIjN4="></latexit><latexit sha1_base64="JZTTvJyJ4PR3YURImzESw9OIjN4="></latexit>

= (a(x + y) + b(x + y) + c(x + y))

L = -
1

2

2

4
X

i

2

4
X

j

↵iyix
T
i ↵jyjxj

3

5

3

5+
X

i

↵i

<latexit sha1_base64="WGcpPDylmhp703FLBBHKqGPV2C8="></latexit><latexit sha1_base64="WGcpPDylmhp703FLBBHKqGPV2C8="></latexit><latexit sha1_base64="WGcpPDylmhp703FLBBHKqGPV2C8="></latexit>

= ((ax + ay) + (bx + by) + (cx + cy))

L = -
1

2

X

i

X

j

↵i↵jyiyjx
T
i xj +

X

i

↵i

<latexit sha1_base64="YJ94eM6w00O0c6ETHd2lBl8CMn8="></latexit><latexit sha1_base64="YJ94eM6w00O0c6ETHd2lBl8CMn8="></latexit><latexit sha1_base64="YJ94eM6w00O0c6ETHd2lBl8CMn8="></latexit>

= ax + ay + bx + by + cx + cy

To	simplify,	we	distribute	all	dot	products	over	the	sums.	
Note	that	the	dot	product	distributed	over	sums	the	same	
way	as	scalar	multiplication:	(a	+	b	+	c)Td	->	(aTd		+	bTd		+	
cTd).		

It	looks	a	little	intimidating	with	the	capital	sigma	notation,	
but	it’s	the	same	thing	as	you	see	on	the	right,	except	with	
dot	products	instead	of	of	scalar	multiplication.	

dual problem

94

<latexit sha1_base64="zowb3fCghZ2PTGTplc2SyGc7eoA="></latexit>

f 0({↵i}) = -
1

2

X

i

X

j

↵i↵jyiyjx
T
i xj +

X

i

↵i

maximize f 0({↵i})

such that 0 6 ↵i 6 C
X

i

↵iyi = 0

Here's	what	all	that	gives	us	for	the	dual	problem.	We've	
simpliPied	the	objective	function	to	have	only	α's,	and	we've	
received	some	constraints	in	return.	

Note	that	these	constraints	are	not	the	KKT	conditions.	
They	are	requirements	for	the	Lagrangian	to	be	at	a	
minimum	in	the	original	parameters.	All	we	have	so	far	is	
weak	duality.	To	get	strong	duality,	we	need	to	either	prove	
that	the	KKT	conditions	hold	for	all	solutions	like	these,	or	
add	some	of	them	to	the	list	of	constraints.	It	turns	out	we	
can	do	the	former:	all	KKT	conditions	hold	already	for	this	
form	of	the	problem,	so	we	have	strong	duality.

checking the KKT conditions
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Here	they	are	for	our	problem.	If	we	take	a	solution	to	our	
dual	problem	(a	set	of	alphas),	use	the	expressions	for	w,	b	
and	pi	in	terms	of	alpha,	and	Pill	them	in	here,	these	six	
statements	should	hold.	

This	is	easiest	to	do	with	the	help	of	the	original	form	of	the	
Lagrangian,	reproduced	at	the	bottom	of	the	slide.	Note	that	
we	may	assume	that	the	original	parameters	are	chosen	so	
that	this	function	is	at	a	minimum,	and	the	alphas	are	
chosen	to	maximize	over	that.	

We	don't	have	an	expression	for	pi	in	terms	of	the	alphas.	
This	is	because	when	(C	-ai-	bi)	=	0,	which	is	true	at	the	
optimum,	the	Langrangian	is	constant	irrespective	of	pi.	In	
some	sense,	we	can	set	pi	to	whatever	value	we	like.	If	we	
Pind	one	value	that	causes	the	KKT	conditions	to	be	
satisPied,	we	have	strong	duality.	We'll	see	that	this	is	the	
case	when	we	set	pi	to	the	originally	intended	value:	where	
necessary,	it	makes	up	the	difference	between	the	output	of	
the	linear	function	and	the	edges	of	the	margin.	

From	top	to	bottom:	



• αi	is	explicitly	constrained	to	be	larger	than	zero	in	the	
dual	problem	

• βi	is	the	remainder	between	αi	and	C,	so	must	also	be	
positive.	

• As	noted,	we	are	free	to	set	and	interpret	pi	however	we	
like.	It	must	be	positive	to	satisfy	the	next	condition.	The	
original	dePinition	states	that	pi	was	zero	if	the	Pirst	term	
was	1	or	larger	and	makes	up	the	(positive)	difference	if	
not.	For	this	value	of	pi,	the	third	and	fourth	constraints	
are	satisPied.	

• See	above.	

• The	complementary	slackness	states	that	either	ai	is	zero	
or	the	corresponding	constraint	is.If	we	use	the	slack	
variable	pi,	the	constraint	becomes	exactly	zero	so	
complementary	slackness	is	satisPied.	If	we	don't	use	the	
slack	variable	(and	pi	is	zero),	the	left	hand	side	of	the	
constraint	may	be	nonzero,	and	we	should	show	that	that	
ai	is	zero.	Assume	that	it	isn't,	and	look	at	the	second	

interpreting the Lagrange multipliers
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The	argument	we	used	to	prove	complementary	slackness	
also	tells	us	what	the	Lagrange	multipliers	mean.	This	is	
usually	a	fruitful	area	of	investigation.	The	multipliers	
almost	always	have	a	meaningful	intepretation	in	the	
problem	domain.		

In	this	case,	the	alphas	are	a	kind	of	complement	to	the	
slack	parameters	pi.	Where	the	alphas	are	zero,	the	slack	
parameters	aren't	used,	and	so	the	point	xi	is	on	the	correct	
side	of	the	margin.	Where	alpha	is	nonzero,	the	slack	
parameters	are	active	and	we	are	dealing	with	points	inside	
the	margin.	

A	special	case	are	the	support	vectors	that	are	exactly	on	the	
margin.	We	can	@ind	these	by	checking	for	points	where	both	
the	constraint	and	the	multiplier	are	zero.
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And	there	we	have	the	dual	problem	for	SVMs.	Note	that	the	
dual	always	gives	us	a	maximization	over	the	Lagrange	
multilpliers	(if	we	start	with	inqeuality	constraints),	but	
here	we've	Plipped	the	sign	to	change	it	back	to	a	
minimization	problem.	



recap

Inequality constraints: 

• If you know the constraint is active: solve the Lagrangian 
with positive multipliers. 

• In general: solve the Lagrangian under the 3 KKT 
condition. 

SVM Dual problem: 

• Rewrite the problem using the Lagrangian/KKT 
conditions, and rewrite some more to eliminate w and b.
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